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Abstract

Runtime verification (RV) monitors program executions against
formal specifications (specs). Researchers showed that RV during
software testing amplifies the bug-finding ability of tests, and found
hundreds of new bugs by using RV to monitor passing tests in open-
source projects. But, RV’s runtime overhead is widely seen as a
hindrance to its broad adoption, especially during continuous inte-
gration. Yet, there is no in-depth study of the prevalence, usefulness
for bug finding, and components of these overheads during testing,
so that researchers can better understand how to speed up RV.

We study RV overhead during testing, monitoring developer-
written unit tests in 1,544 open-source projects against 160 specs of
correct JDK API usage. We make four main findings. (1) RV over-
head is below 12.48 seconds, which others considered acceptable,
in 40.9% of projects, but up to 5,002.9x (or, 28.7 hours) in the other
projects. (2) 99.87% of monitors that RV generates to dynamically
check program traces are wasted; they can only find bugs that the
other 0.13% find. (3) Contrary to conventional wisdom, RV overhead
in most projects is dominated by instrumentation, not monitoring.
(4) 36.74% of monitoring time is spent in test code or libraries.

As evidence that our study provides a new basis that future work
can exploit, we perform two more experiments. First, we show
that offline instrumentation (when possible) greatly reduces RV
runtime overhead for single versions of many projects. Second, we
show that simply amortizing high instrumentation costs across
multiple program versions can outperform, by up to 4.53x, a recent
evolution-aware RV technique that uses complex program analysis.
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1 Introduction

Runtime verification (RV) is a lightweight formal method that can
help find bugs early, during development, by monitoring program
executions against formally specified safety properties. An RV tool
takes the code under test, means of executing the code (e.g., unit
tests), and formal specifications (specs, for short), and raises viola-
tions if an execution does not satisfy a spec.

An RV tool first instruments the code, tests, and third-party li-
braries, so that relevant program events (e.g., method calls, field ac-
cesses, lock acquisitions) are signaled to the tool at runtime. Events
trigger (1) generation of monitors (usually automata, like finite-
state machines) based on the spec; or (2) search for previously
generated monitors that should process new events. A handler is
called to deal with violations, e.g., by performing error-recovery.

RV research traditionally focused on monitoring deployed pro-
grams. The alluring idea is that, if a handler can always soundly
recover from impending violations, then software will always be
correct with respect to monitored specs. This powerful idea has mo-
tivated decades of research, which is now being realized in practice,
such as in GrammaTech’s ARTCAT [55].

Recently, researchers showed that the bug-finding ability of test
suites can be amplified by using RV specs as additional oracles [84,
86, 101]. The reason is that, when run alone, unit tests typically only
assert that outputs computed from given inputs are as expected. But,
RV of tests finds more bugs by also checking if traces—sequences
of events—satisfy formal specs. So, a test whose assertions pass, but
whose execution violates an RV spec could indicate how software
may fail on untested inputs. Based on this idea, these researchers
discovered hundreds of bugs in open-source projects by using RV
to monitor passing tests against specs of correct JDK API usage.

Broad RV adoption for everyday testing, especially in today’s
rapid continuous integration (CI) cycles, is hindered by the percep-
tion that it incurs high runtime overheads. This perception persists
despite decades of tremendous algorithmic efficiency improvements
to make RV scale [10, 16, 27, 38, 41, 75, 89, 94, 99, 100, 104, 111, 112,
135, 138]. Part of the reason is that many techniques that improved
RV overhead were only evaluated on carefully curated benchmarks
that have no unit tests, e.g., DaCapo [24], MiBench [56], or RV
competition data [13, 14, 16, 46, 114]. Also, the recent work on RV
of tests were not focused on overheads [84, 86, 101], they were
evaluated on between one and 21 open-source projects [87, 89, 138],
or they did not evaluate RV realistically [73] (§8 explains the latter).

Given the recent demonstration of RV’s bug-finding benefits, an
in-depth and large-scale study of RV overheads during testing is
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needed to help (1) quantify and evaluate the spread of high RV over-
heads more broadly among open-source projects; (2) understand
root causes, contributing factors, program locations, and usefulness
for bug finding of overheads that RV incurs; and (3) obtain insights
that can be leveraged to reduce these overheads.

We conduct the first in-depth study of RV overhead during test-
ing. We measure overheads while using a state-of-the-art RV tool,
JavaMOP [72], to monitor 182,547 developer written unit tests in
1,544 open-source projects (total: 10,897,631 SLOC) against 160
specs of correct JDK API usage from prior work [83, 94]. Next, we
collect traces that monitors observe. To do so, we extend JavaMOP
(§3.3 has rationale and details). Lastly, we use a profiler [9] to see
overheads incurred by RV components, and in program parts.

We make four main findings, among several other results.

1. RV Overhead Varies Widely. The mean overhead across all
1,544 projects is 23.6x, or 249.1 seconds. A project has the maximum
relative overhead of 5,002.9x. Another project has the maximum
absolute overhead of 28.7 hours. Legunsen et al., claim that absolute
RV overhead of up to 12.48 seconds is acceptable during software
testing [86]. By that threshold, 40.9% (or, 632) of these projects can
use RV with acceptable overhead during testing.

2. RV During Testing Is Very Wasteful. Only 0.13% of 3,432,878,467
collected traces are unique. The rest are wasteful repetitions of these
0.13%—each trace maps to a program path and spec pair, so monitor-
ing the same path against the same spec after the first time cannot
reveal new bugs. Repeated checking in RV of deployed systems [55]
is useful to recover from violations or mitigate attacks.

3. Instrumentation Dominates. 60.5% of total RV time across all
projects is spent on instrumentation, not monitoring. (JavaMOP
instruments during class loading by default.) This finding goes
against conventional wisdom in RV research that mostly aim to
reduce overhead via faster monitoring. When RV is used in deploy-
ment, instrumentation time is a one-time startup cost, but faster
instrumentation is needed during testing.

4. Monitoring Tests and Libraries Is Costly, but Necessary.
Excluding instrumentation, 36.74% of monitoring time is spent in
test code (21.87%) or third-party libraries (14.87%). But, arguments
can be made for (excluding them could lead to false positives/nega-
tives [89]) or against (tests are not deployed, and developers often
have no control over libraries) monitoring these components (§4.4).

The computational complexity of the general RV problem can be
arbitrarily hard [117]. So, our findings can provide new empirical
basis for future techniques and tools that leverage the nature of RV
during testing to reduce its overhead. We highlight future directions
and make several suggestions to the RV research and development
community. Also, to begin assessing the feasibility of realizing such
techniques and tools, we perform two more experiments (§5).

First, we attempt offline, compile-time instrumentation for 1,532
projects with overhead less than an hour, and measure the time to
monitor pre-instrumented code during testing. Offline instrumen-
tation is much slower than JavaMOP’s instrumentation and fails in
253 projects, e.g., because instrumentation by other tools conflicted
with ours. So, even ignoring its high cost, offline instrumentation
is not always possible. For 1,279 projects that we pre-instrument,
RV overhead reduces by 8x, on average.
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Collections_SynchronizedCollection(Collection c, Iterator i) {

Collection c;
event sync after() returning(Collection c) :

call(* Collections.synchronizedCollection(Collection)){ this.c = c; }
event syncMakeIter after(Collection c¢) returning(Iterator i) :

call(* Collectiont.iterator()) && target(c) && if(Thread.holdsLock(c)) {3}
event asyncMakelter after(Collection c) returning(Iterator i) :

call(* Collectiont.iterator()) && target(c) && if(!Thread.holdsLock(c)) {}
event uselter before(Iterator i) :

call(* Iterator.x(..)) && target(i) && if(!Thread.holdsLock(this.c)) {3}
ere : (sync asyncMakelter) | (sync syncMakeIter uselter)
@match {/*print violation*/} }

Figure 1: CSC Spec, written in an Aspect]-based DSL.

Second, offline instrumentation must cope with code and library
evolution, and tight CI budgets. So, we evaluate if instrumenting
only what changes per commit can reduce its cost. Compared to
recent program-analysis based evolution-aware RV techniques that
only re-monitor specs that are affected by code changes [89, 138],
incremental offline instrumentation is up to 4.53x faster. Unlike
those techniques, incremental offline instrumentation is safe: it
cannot miss new violations if tests pass and tests are deterministic.

This paper makes the following contributions:

* Study. We conduct the first in-depth and large-scale study of RV
runtime overheads during testing, using 1,544 Java open-source
projects and 160 specs of correct JDK API usage.

* Findings. Our results provide insights that future work can
exploit to further reduce RV overhead during testing.

* Proofs of Concept. Our initial experiments to begin exploiting
some of our findings show promising results.

* Data. We make all tools, scripts, and raw data from our experi-
ments publicly available to aid reproduction and further studies.

Our artifacts, including scripts, code, and data are available at this

URL: https://github.com/SoftEngResearch/rv-study-artifacts.

2 Background and Examples
2.1 An Example Spec and Its Monitoring

Figure 1 shows a spec, CSC, that we monitor; it was formalized by
Lee et al. [83, 94] and exemplifies three parts of RV specs: event def-
initions, properties, and handlers. Lines 3-10 define related events
and when to signal them at runtime: (1) sync (lines 3-4), after call-
ing Collections.synchronizedCollection() to get collection c;
(2) syncMakeIter (lines 5-6), after calling c.iterator() from
code that synchronizes on c; (3) asyncMakeIter (lines 7-8), af-
ter calling c.iterator() from code that is not synchronized on c;
and (4) uselter (lines 9-10), after calling any method on iterators
returned by c.iterator() from code that is not synchronized on
c. Line 11 is the safety property, formalized as a regular expres-
sion; it matches if c.iterator() is called from code that is not
synchronized on c, or if c.iterator() is called from code that is
synchronized on c, but the returned iterator is later used with-
out synchronizing on c. Code that violates this property can be
non-deterministic [108]. So, when CSC monitors observe matching
traces, the handler on line 12 is invoked; it can be any user-provided,
e.g., error-recovery, code. But, for finding bugs, we print a message.

Figure 2 shows how RV amplifies tests’ bug-finding ability (we
elide some multi-threading code). There, sum (lines 1-12) adds a
list of integers, and two unit tests assert that sum is correct on a list
(line 13) and its reverse (line 14). Such tests will almost always pass
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1public int sum(List<Integer> list) {

2 Collection<Integer> collection = Collections.synchronizedCollection(list);
3 INSTRUMENTATION: Collections_SynchronizedCollection.sync

4 int total = @; Iterator<Integer> iterator;

5 synchronized(collection) {

6 iterator = collection.iterator();

7 INSTRUMENTATION: Collections_SynchronizedCollection.syncMakelter

8 %

9 while (iterator.hasNext()) total += iterator.next();

10 INSTRUMENTATION: Collections_SynchronizedCollection.uselter

11 return total;

12}

13 @Test public void testSum(){ assertEquals(6, sum(Arrays.asList(1, 2, 3))); }
14 @Test public void testSumRev(){ assertEquals(6, sum(Arrays.asList(3, 2, 1))); }

Figure 2: An example of monitored code and its unit tests.

Table 1: Summary statistics on 1,544 projects that we study, in
terms of no. of test methods (#Tests), end-to-end test time in
seconds (t), lines of code (SLOC), % statement coverage (cov®),
% branch coverage (cov?), no. of commits (#SHAs), years since
first commit (age), and no. of stars (#*).

‘ #Tests t SLOC cov® cov® #SHAs age #k
Mean 118.1 8.2 7,034.6 53.8 458 240.1 89 162.8
Med 22.0 2.0 2,273.0 58.3 48.2 95.0 9.0 29.0
Min 1 1.3 21 0.0 0.0 1 0 0
Max 17,874 1,561.9 6.2x10° 100.0 100.0 17,223 26 20,198
Sum |1.8x10° 12,676.5 1.1x10’ n/a n/a n/an/a n/a

and likely never reveal a subtle bug in sum: line 5 synchronizes on a
Collections.synchronizedCollection() (line 2) before obtain-
ing iterator fromit, butline 9 uses iterator in non-synchronized
code. RV of these tests against CSC reveals the bug: instrumenting
sum on lines 3, 7, and 10 (shown as comments) causes CSC monitors
to observe the violating trace: sync syncMakeIter useIter. Both
tests produce this trace, but one of them suffices to find the bug. So,
RV overhead is wasted the second time w.r.t. CSC. Monitoring CSC
helped find several confirmed bugs in open-source projects [86].

2.2 JavaMOP and Other Specs in Our Study

We use JavaMOP [72, 76] as the RV tool in our study because: (1) it
is mature and widely cited; (2) it can monitor multiple specs simul-
taneously [94]; (3) it was evaluated during testing with many open-
source projects [73, 84, 86, 89, 101]; (4) it ships with specs of correct
JDK API usage, including CSC (Figure 1), that we use [83, 94]; and
(5) it incorporates decades of RV progress [32-34, 64, 75, 77, 94, 100].
JavaMOP supports monitoring specs in different formalisms: past-
and future-time linear temporal logic (LTL), extended regular ex-
pressions (ERE), finite-state machines (FSM), context-free grammars
(CFQG), string-rewrite systems (SRS), etc.

3 Experimental Setup

We organize our study around four questions, the answers to which
could yield insights on reducing the overhead of RV during testing:

RQ1. What are the overheads of RV during testing, and how do

they correlate with various program characteristics?
RQ2.
RQ3.
RO4.

How much RV monitoring is wasted during testing?
What proportion of RV time is spent among its components?

What proportion of RV time is spent monitoring different
program components?
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RQ1 aims to quantify the magnitude and prevalence of high RV
runtime overhead in a realistic setting during testing in many open-
source projects. RQ2 aims to measure how much RV monitoring is
(un)necessary for bug finding. Lastly, RQ3 and RQ4 aim to measure
where RV time is spent within JavaMOP and the studied projects.
We next describe our process for finding open-source projects for
our study, the set of projects that we use, our process for collecting
overhead (and other) data, and our experimental settings.

3.1 Project Selection

Initial Set of Projects. We start with 7,533 open-source Java
projects that use Maven [4] and whose last commit is after 1/1/2019.
These projects are from (1) prior work on RV [69, 86] and test-
ing [105], and (2) our GitHub API query that we use to find projects
with greater than 10 stars. We choose Maven, like prior work on
RV of test [84, 86, 87, 89, 101, 138]; future work can evaluate other
build systems (e.g., Gradle [54] or Bazel [22]).

Filtering Projects. We automatically filter out all but 1,528 of
7,533 projects in our initial set. We start by filtering out 94 with no
tests, 3,727 where build, compilation, or tests fail, 22 that are not
cloneable (they likely went private since prior work used them),
and 16 whose failure we could not quickly figure out (e.g., JVM
crashes with no easy-to-debug output). JavaMOP monitors failing
tests, but we only keep projects with passing tests, to more fairly
compare times with and without RV. We do not control for flaky
tests [23, 52, 57, 82, 93, 98, 110, 123, 125] in subsequent experiments.
Next, we run JavaMOP on the 3,674 projects that remain at this
point, and further filter out 2,001 where JavaMOP fails or finds no
events, and 145 with no statement and branch coverage.

Manual Augmentation. Several projects on which JavaMOP failed
during automated filtering merely time out after our initial 1-hour
limit. So, we manually investigate whether JavaMOP would work
on these projects with additional time or manual set up, finding 16
more that meet our other criteria. Adding these to the 1,528 projects
that we obtain automatically, we get 1,544 projects in our study.

3.2 Characteristics of 1,544 Evaluated Projects

Due to space limits, we only provide summary statistics about these
projects. Our artifact has detailed data on these 1,544 projects, their
GitHub URLs, and the versions that we use. Table 1 shows the
arithmetic mean (Mean), median (Med), minimum (Min), maximum
(Max), and total (Sum) for eight program characteristics (see Table 1
caption); “n/a” denotes meaningless sums.

We next describe the Min row in Table 1, which may not be
self-explanatory. The minimum numbers for test methods (#Tests)
and test time (t) in Table 1 are small, but they reflect the fact that we
do not discriminate among projects based on number or duration of
tests. The minimum percentage of statement coverage (cov®) shows
up as 0.0% due to rounding; it is 0.03%. The project with 0.0% branch
coverage (coo?) has no branches. We measure project age in years,
so 0 means that a project is less than 12 months old at the time
of selection. Lastly, we query GitHub for projects with >10 stars,
but some projects that we obtain from prior work have no stars,
yielding a minimum number of stars of 0.
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3.3 Extending JavaMOP

Theoretically, RV tools like JavaMOP check if traces violate specs.
But, in practice, RV tools do not store traces. Rather, they imple-
ment online event-by-event algorithms that detect violations when
monitors transition to error states. So, to answer RQ2, we extend
JavaMOP with a non-default trace-collection mode that records
in memory the trace that each monitor observes at runtime and
persists those traces to disk during JVM shutdown. Traces that we
collect are sequences of event and program location pairs, so there
is a 1-to-1 mapping of unique traces to monitored program paths.

Extending JavaMOP with a trace-collection mode involved non-
trivial engineering. RV is known to generate billions of events and
hundreds of millions of monitors per project during testing [89]. So,
even with an abundance of memory, trace-collection must be highly
optimized and correct. Else, RV could be too slow, induce timing-
related failures, or produce wrong verdicts if events are missed. We
optimize our trace-tracking feature to be efficient enough in time
and space for RQ2 experiments, whose times we do not report.

We validate our JavaMOP extension on a subset of projects in
two ways. First, we compare violations reported in trace-collection
mode with violations that default JavaMOP reports. We found no
difference. Second, we compare the final values of monitor and
event counters that JavaMOP optionally keeps (these are cheaper to
collect than tracking traces) with the number of traces and events
that are produced in trace-collection mode. The differences that we
found are due to test non-determinism.

3.4 Running Experiments

Answering RQ3 and RQ4 requires profiling JavaMOP runs. So, we
automate the use of async-profiler [9], an accurate, low-overhead,
and widely used (including by the Intelli] IDE [74]) profiler for Java.
Profiling is inherently a statistical sampling approach, so multiple
runs are typically required for performance measurements. But,
our goal is not to use the profiler to measure performance (so we
are not really concerned with profiler overhead), but to compute
the proportion of time that RV spends in different parts of the
monitoring process or the monitored program. So, after running
the profiler several times on a subset of 26 projects and finding
that our conclusions remain w.r.t. these proportions, we report our
findings for all 1,544 projects based on only one profiler run.

We write scripts to (1) run JavaMOP and collect its data; and
(2) run a profiler, dump its raw data, and post-process that data. We
also write Maven extensions to (1) integrate JavaMOP with project
builds, (2) measure code coverage with JaCoCo [103], (3) perform
compile-time instrumentation (§5.1), and (4) integrate the profiler.

We perform all experiments in Docker containers, to aid repro-
ducibility. Our artifact contains our Docker files and how to use
them. We run all experiments involving absolute time measurement
on an Intel® Xeon® Gold 6348 machine with 512GB of RAM and
112 cores, running Ubuntu 20.04.6 LTS, Java 8, Maven 3.8.8.

4 Results

4.1 RQ1: RV Overheads

We first discuss RV overheads during testing that we found in all
1,544 projects. Then, we report on correlations between RV over-
head and various program characteristics. The general RV problem
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Table 2: Overhead-related results for projects in our study:
end-to-end test time in seconds without RV (t), end-to-end
test time in seconds with RV (t™"), absolute overhead in sec-
onds (t"V—t), relative overhead (t""/t), no. of generated moni-
tors (#Mon), and no. of signaled events (#Event).

\ t Vo t™—t ™/t #Mon #Event
Mean 8.2 2573 249.1  23.6 5.3%x10° 1.4x108
Med 2.0 23.0 18.9 7.9 9,109.0 1.6x10°
Min 1.3 3.0 —145 0.3 76 2
Max | 1,561.9 1.0x10° 1.0x10° 5,002.9 1.4x10° 6.0x100
Sum |[12,676.5 4.0x10° 3.8x10° n/a 8.2x10° 2.2x10%!

can be arbitrarily hard [117], so positive correlations could reveal

factors that can be leveraged to reduce RV overhead in practice or

serve as good starting points for our study of causes of RV overhead.
Table 2 shows summary statistics for our overhead-related mea-
surements. There, times are computed for all 1,544 projects in our

study, while monitor and event information is for a subset of 1,542

projects where JavaMOP’s monitor and event counters produced an

output. Negative “Min” absolute overhead (¢"V—t) in Table 2 (tests
are faster with than without RV) is not noise, and occurs in one
project. Negative overheads can occur if JavaMOP’s instrumenta-
tion changes garbage-collection behavior or memory layout such

that the program is accidentally optimized [75, 77, 86, 99].

We discuss five findings from the data summarized in Table 2:

. On a positive note, 632 (or 40.9%) of 1,544 projects could start
using RV today, based on Legunsen et al’s claim that an absolute
RV overhead of 12.48 seconds is acceptable during testing [86].

. Even with a larger set of projects, the “Mean” relative (23.6x)
overhead is higher than the highest average overhead of 9.4x
reported in prior work on RV during testing [84, 86, 89].

. The 462 8th, 9th, and 10th decile projects have very high “Mean”
absolute (59.90, 96.50, and 2,240.5 seconds, respectively) and rel-
ative (23.44x, 25.15x, and 134.10x, respectively) overheads.

. Absolute RV overheads are > 1 hour in 12 projects and between 10
minutes and an hour in 19 projects. The “Max” absolute overhead
is over a day (28.7 hours), for a project whose test-running time
without RV is 46.84 seconds.

. The “Max” numbers of monitors and events generated are greater
than 1.4 billion and 60 billion, respectively. But, projects with
relatively few monitors and events have very high overheads.
For example, some projects in Figure 3 have few events but very
high overheads.

We conclude that high RV overhead is still a problem overall, and
warrants continued research to reduce it further. Projects with high
overheads are unlikely to adopt RV during continuous integration.
Recent evolution-aware RV techniques [89, 138] are promising, but
they have not yet been evaluated at this scale. Also, prior work
on reducing RV overhead typically focused on reducing generated
monitors or events [5, 28, 32, 34, 38, 75, 89, 111, 112], but our fifth
finding suggests that there are more factors behind RV overheads.

To begin investigating factors contributing to RV overheads, we
check correlation with nine program characteristics—the number of
monitors (#Mon) and events (#Event), and seven in Table 1: number
of test methods (#Tests), end-to-end test time in seconds without
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Table 3: Pearson’s correlation coefficient with several program characteristics.

‘ #Mon #Event #Tests t SLOC cov® cov?  #SHAs age
Absolute overhead (with outliers) 0.1746  0.0982 0.0121 0.1444 0.1238 -0.0106 -0.0109 0.1534 -0.0034
Relative overhead (with outliers) 0.1344  0.0459  0.002 0.0083 0.0707 0.0123  0.0006 0.0799  0.0007
Absolute overhead (without outliers) | 0.527 0.4365 0.176  0.478 0.1588  0.0851  0.0566 0.1701  0.0165
Relative overhead (without outliers) 0.351  0.3179 0.0845 0.2695 0.0884  0.0255 0.002 0.1104 -0.0166
100k{ * 100k| *
75k{ . 75k] .
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Figure 3: Correlation of absolute overhead with # of events
(left) and test time without RV (right), with (top row) and
without (bottom row) outliers.

RV (t), lines of code (SLOC), branch coverage (cov?), statement
coverage (cov®), number of commits (#SHAs), and age.

Table 3 shows the Pearson’s correlation coefficients (computed
using Matplotlib [97]) between RV overhead and these characteris-
tics. The top two rows show the coefficients with outliers included
and the bottom two rows show them with outliers excluded. Overall,
there is weak correlation with all considered characteristics when
outliers are included. With outliers excluded, we find that numbers
of monitors and events, and test time have weak to moderate posi-
tive correlation with overheads. So, overall there seems to be more
factors behind RV overheads than these characteristics, but more
work to speed up monitoring could help reduce these overheads.

Due to space limits, we show only scatter plots for events and
test time without RV, with and without outliers, in Figure 3. The
plot for correlation with number of monitors is similar to that of
events; other plots show even weaker correlation than that of time.

This lack of correlation means that a deeper analysis of RV
overhead is needed. So, in the other research questions (§4.2 - §4.4),
we investigate RV overhead during testing from other angles.

6

test time

4.2 RQ2: RV’s Wastefulness during Testing

We hypothesize that repetitive, wasteful monitoring is a factor in
RV overhead during testing for two reasons. First, multiple tests
often validate the same program path using different inputs. But,
checking a path multiple times against a spec is wasteful (§1 and §2).
Second, older prior work [111] showed that repeated monitoring
inside program loops contributes to RV overhead when monitoring
one spec against single executions in the DaCapo benchmarks. So,
our more realistic multi-execution and simultaneous multi-spec
monitoring could compound the impact of loops.

We test our hypothesis by conducting the first study of repetitive
and wasteful monitoring during RV of tests. To do so, we first run
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Figure 4: Proportions of sum (left), mean (middle), and me-
dian (right) of traces (top row) and events (bottom row) that
are unique (dark blue) and wasted (light blue).

the trace-collection mode in our extended JavaMOP implementation
(§3.3) to obtain traces that monitors observe. (Existing JavaMOP
counters report numbers of monitors and events, not observed
traces.) Then, we analyze traces from 1,454 projects’ in two ways.
First, we compute the number of useful and wasted traces and
events across all these projects and within each project. If a trace
for a spec is observed x times, only one of these traces is useful;
the other x — 1 traces are wasted. Only events in useful traces are
useful; the others are wasted. Second, we qualitatively analyze the
locations and nature of wasted traces to obtain new insights that
could be exploited by future work on reducing RV overhead.

The top row in Figure 4 shows the proportion of useful and
wasted traces. There, the leftmost pie chart shows that, consider-
ing all traces in all 1,454 projects, only 4,590,494 (or 0.13%) of all
3,432,878,467 are useful. There is a one-to-one mapping of traces
to monitors, so one implication is that only 0.13% of monitors that
RV generates during testing of these projects are necessary for
bug finding. The middle and rightmost pie charts in the top row
of Figure 4 show, respectively, the proportions for the arithmetic
mean across all 1,454 projects and the median project. So, high
proportions of wasted traces are widespread among these projects.

The bottom row in Figure 4 shows the proportion of useful and
wasted events, in the same order as for traces. Interestingly, the
proportion of useful events is much higher than the proportion of
useful traces. To put this comparison in perspective, across these
projects, a hypothetically perfect future technique that only gener-
ates the 0.13% of monitors that are necessary for bug finding would
still process 38.84% of 51,203,201,000 events.

Analysis of Repetitive Traces. Our post-processing of the trace
data reveals that the average length of useful traces is over 5,200

'We could not obtain traces from the remaining 90 projects because traces exceeded
our disk space, trace-collection ran out of memory, or tests failed due to timeout.
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Figure 5: Percentage of time that JavaMOP spends performing load-time instrumentation (Instrumentation), running the
code under test (Project), handling monitors and events (Monitoring), waiting for locks (Synchronization), printing violations
(Violation), and other processes (Other). We only show percentages that are above 5%.

events long. Also, we find that testing does compound the impact of
loops. But, during our analysis, we also found an insight that could
be exploited to reduce wasted traces and events. Our data showed
that more than 50% of traces in some loop-heavy programs come
from five or fewer methods. So, future work may be able to use a
method-based analysis to reduce wasted traces in a manner that
could be more tractable than existing loop-based analysis which
is promising, but expensive, and took hours on the single-version
programs with no unit tests in the DaCapo benchmarks [111]. Also,
we believe it is now timely for research to revisit that loop-based
analysis with a view to speeding it up, e.g., by making it incremen-
tal during software evolution. Finally, we find that 1.4x10° useful
traces are in the code under test (CUT) or unit tests, 1.7x10° are in
libraries, and only 51,702 of them cross the code-and-library bound-
ary. When the frequencies of occurrence of these useful traces is
included, these numbers are 2.2x10°, 5.7x108, 2.5x10°. This finding
about the partitioning of traces is important: it can be a basis for
source-only or binary-only program analysis to be separately de-
signed and used to reduce wasted traces (and their events) that are
only in the CUT and unit tests, or only in the library, respectively.

We conclude from RQ2 that RV overhead is incurred on wasteful
and repetitive monitoring that is not useful for bug finding. Future
techniques that aim to reduce wasted monitoring during testing
could target the reduction of this waste.

4.3 RQ3: Time Spent in RV Components

Here, we turn our attention inwards: what proportion of time is
spent in the different components of an RV tool? Answering this
question is important to (1) help identify parts of the RV process
that future work should target; and (2) provide perspective on how
well prior algorithmic advances on RV perform during testing.

To answer RQ3, we run experiments in which we attach a profiler
to the JVM where RV is monitoring tests, and then process the raw
profiling data. We only report profiling results for 1,525 projects,
after excluding projects where raw profiling data was too large for
our custom processor to handle, or where the profiler failed.

Figure 5 shows proportions of time in different RV tool compo-
nents. There, all plots are based on sums over groups of projects—
Figure 5a is for all 1,525 projects in RQ3, Figures 5b—5e are for
subsets of projects in the first, second, third, and fourth quartiles,
respectively, in increasing order of absolute RV overheads (§4.1).
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Figure 6: % of JavaMOP time spent per component, aggregated
for projects in every fifth percentile; y-axis starts at 20%.

Surprisingly, we find that JavaMOP spends most of its time on
instrumentation rather than on monitoring traces. Across all 1,525
projects (Figure 5a), 60.5% of RV time is spent instrumenting the
code under test, test code, and the parts of third-party libraries that
a project uses. The proportion of time spent on instrumentation is
even higher for projects in the first, second, and third quartiles—
74.97%, 76.83%, and 73.09%, respectively. JavaMOP uses Aspect] [8,
79], a mature and well-engineered tool. We confirmed that JavaMOP
does not use any experimental Aspect] settings. In fact, we use
JavaMOP (and Aspect]) as prior work did [84, 86, 89, 101].

Surveys, discussions, and techniques for improving RV instru-
mentation exist [15, 31, 104, 115, 127-130], but we do not know any
prior work that quantifies the proportion of RV overhead that is
spent on instrumentation during testing of open-source projects.
Also, prior work on RV during testing [84, 86, 89, 101] did not break
down where RV spends its time. Yet, the findings in Figure 5 sug-
gests that lowering instrumentation costs should be one of the next
main frontiers of research on reducing RV overhead during testing.
Offline instrumentation at compile time is an alternative to the
load-time instrumentation that JavaMOP performs by default. In §5,
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we find even higher costs and other problems with offline instru-
mentation, and propose practical ways to mitigate them pending
future research and development on faster instrumentation for RV.

Figure 5a also shows that RV spends 24.84% of its time on runtime
checking: managing monitor generation and event handling (Moni-
toring, 15.49%), waiting for locks to avoid concurrency problems
(Synchronization, 9.32%), and on handling violations (Violation,
0.03%, not visible in Figure 5a). These relatively small proportions
are made possible by tremendous progress made in prior work
on speeding up RV. However, research on faster but correct syn-
chronization could be productive to further reduce RV overhead.
Handling violations is negligible. But, as we show in §5, we find
and fix a performance bug in JavaMOP’s violation handling during
our study. Without this fix, violation handling would have inflated
the RV overheads that we report in this paper.

The coarse-grained aggregation in Figure 5 may occlude finer-
granularity observations. Given space limits, we partially address
this problem in Figure 6, showing the breakdown of RV time along
the same categories as in Figure 5 per five percentiles. There, it can
be seen that 5.1% of RV time is spent on monitoring (not instrumen-
tation) for projects between the 91st and 95th percentiles. However,
for projects above the 96th percentile, monitoring dominates the
RV overhead. We make two observations about these projects with
high monitoring costs. First, more algorithmic advances are likely
needed to scale RV beyond the projects and specs that we evalu-
ate. Second, our manual analysis of monitoring dominated projects
confirm that it is the cost of handling events and monitors that
are costly. In particular, some projects spent more than 50% of the
time monitoring a spec, including the max-overhead project in our
study, which spent a day monitoring one spec.

Figure 5 does not show any information about monitor garbage
collection [75]. But, on average, JavaMOP spends only 1.7% of its
time on garbage collection (for monitors and regular Java objects).
So, this omission does not affect our conclusions. Note, though,
that we run experiments on a server with a lot of memory, so
garbage-collection may be costlier in resource-constrained settings.

4.4 RQ4: Time Spent in Program Components

Ignoring instrumentation, we here inves-

O Proj B Test I Lib tigate where in an open-source projects

monitoring time is spent. This investi-

gation is important: the time RV spends

21.87% in test code or third-party libraries was

63.26% often not measured in prior work on
RV, which often was evaluated on bench-

14.87% marks that have no libraries or unit tests.

But, RV during testing of open-source

Figure 7: % of projects must cope with tests and li-
JavaMOP  time braries, which may need to be monitored
spent in code (to avoid false positives or false nega-

under test (Proj),
test code (Test),

tives [89]) and the performance costs of
doing so. To answer RQ4, we run similar
and 3rd-party profiler-based experiments as we did for
libraries (Lib). RQ3. RQ3 concerns time spent in Java-
MOP components. Here, we are concerned with, “what part of
the program was running when calls to JavaMOP components are
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Table 4: Data on 1,279 projects on which we evaluate compile-
time instrumentation. Table 2 describes column headers.

t t" ™=t t"™V/t #Mon #Event
Mean 6.3 54.6 483 12.3 3.9x10° 6.4x107
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Figure 8: Relative RV runtime overheads with load-time
(LTW) vs. after offline (CTW) instrumentation, for 1,279
projects, aggregated for every tenth percentile.

made: tests, library code, or code under test?”. We use the 1,525
projects in RQ3 to answer RQ4.

Figure 7 shows the results, where the percentages are computed
from the sums across RQ4 projects. 36.74% of RV overhead is spent
on monitoring test code (21.87%) or third-party libraries (14.87%).

Monitoring test code or libraries may (not) be a waste. Develop-
ers can monitor them if they care about spec violations in libraries
they rely on (those violations can cause harm in deployment, and
several confirmed bugs that Legunsen et al. used RV to find are in
libraries [84, 86]). Also bugs in test code are important (e.g., such
bugs can reduce tests’ bug-finding effectiveness). Lastly, excluding
tests and libraries from monitoring can lead to false positives or
negatives during RV [89]. On the other hand, developers may not
want to monitor libraries that they have no control over (for legacy,
legal, or contractual reasons), or tests, which are often not deployed.

Regardless of the view about the wastefulness of monitoring test
code or libraries, our RQ4 results quantify at scale what parts of
a program RV spends its time in, and provides a data point that
developers and researchers could use to decide on what to monitor.

5 Discussion

5.1 Reducing Instrumentation Costs

Load-time instrumentation dominates RV overhead in most projects
(§4.3), so we evaluate the potential benefits and challenges of per-
forming compile-time instrumentation offline before running tests.
We do so using 1,532 projects where absolute RV overhead is less
than 1 hour. We exclude projects with over 1 hour overhead because
they are not dominated by instrumentation and faster or offline
instrumentation cannot provide much speedup for them. Also, their
profiler output is often too large to precisely analyze.

One challenge is that offline instrumentation often fails; it fails
for 253 of 1,532 projects because of an assortment of Aspect] errors:
incompatible bytecode, typing issues, etc. Table 4 shows data, based
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Figure 9: Average relative RV overhead across several versions of 35 projects: JavaMOP (MOP), evolution-aware RV (ps{ and

psgf), and two incremental offline instrumentation strategies (CTW(online) and CTW(offline)).
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Figure 10: Distribution of times (in seconds) for offline instru-
mentation (instr.), RV after offline instrumentation (CTW),
and RV with load-time instrumentation (outliers removed).

on load-time instrumentation about the 1,279 projects where our
offline instrumentation succeeds.

Figure 8 shows the potential benefits of using offline instrumen-
tation, whose times are excluded, over using load-time instrumenta-
tion during testing. There, we plot the relative overhead (:"/t) for
every decile among these 1,279 projects, ordered by their absolute
overhead in §4.1. All groups in Figure 8 show reduction in relative
RV overhead; the maximum is the 9th decile, which sees a 11.83x
aggregate speedup. Individually, the project with the maximum
speedup (not shown in Figure 8) sees a 40.78x speedup. Lastly, we
observe an average speedup of 8x across all these projects.

Figure 10 shows the distribution of times to (1) instrument the
code under test, unit tests, and libraries (instr. (all)); (2) instrument
only the code under test and unit tests (instr. (src)); (3) run JavaMOP
after offline instrumentation (CTW); and (4) run JavaMOP with
load-time instrumentation (LTW). We make two main observations
from Figure 10. First, comparing “instr. (all)” and “instr. (src)” shows
that offline instrumentation of libraries is very costly, compared to
offline instrumentation of only the code under test and unit tests.
Second, running JavaMOP after offline instrumentation is much
faster than running JavaMOP with load-time instrumentation. But,
the end-to-end time of offline instrumentation (“instr. (all)” plus
“CTW”) is very slow, and unlikely to fit in tight CI budgets.

We conclude that offline instrumentation can reduce RV over-
head for a large subset of projects in our study. But, realizing these
speedups requires longer-term research to speed up offline instru-
mentation, especially for libraries. We next evaluate the feasibility
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and potential benefits of incremental instrumentation as software
evolves, which could be a shorter-term engineering solution.

5.2 Amortizing Instrumentation Costs

To evaluate the feasibility of incremental offline instrumentation
as a way to amortize its costs during evolution, we select 35 of
the projects with the highest LTW minus CTW times in Figure 8.
(The greater the LTW minus CTW time, the more RV overhead is
dominated by instrumentation.) Then, we select up to 50 historical
versions of these projects from GitHub where at least one Java file
changed, code compiles, and tests pass with and without JavaMOP.
For all 1,210 versions of these 35 projects that we obtain, we
measure the overhead of five approaches, relative to the time to
run tests without RV: (1) run JavaMOP from scratch with load-
time instrumentation (MOP); (2) run safe but slow evolution-aware
RV (ps]); (3) run the fastest but unsafe evolution-aware RV (psgi);
(4) run JavaMOP after offline re-instrumentation of changed code
or libraries (CTW(online)); and (5) run JavaMOP after offline re-
instrumentation of only changed sources (CTW/(offline)).
CTW(offline) assumes that changed libraries are instrumented
ahead of time, e.g., as part of the library update, or by downloading
them from a (hypothetical) repository of pre-instrumented jars (§6).
We use the names (ps{ and psgf) of evolution-aware techniques
as in prior work [89, 138]. They work as follows. Given a set of
changed bytecode files, the set of impacted classes (IC)—those
whose behavior can differ after the changes—is first computed
using static change-impact analysis [88, 131]. Then, the set of af-
fected specs (AS)—those whose events may be generated in IC—is
computed using Aspect]. Finally, only AS is re-monitored in the
new program version (JavaMOP re-monitors all). Evolution-aware
RV is safe if it finds all violations that are new after the change.
ps; is safer than psgfz its IC is more comprehensive and it instru-
ments AS everywhere (including libraries) except classes in the
complement of IC. However, psgf is faster than ps‘i: its IC is smaller,
it does not instrument AS in some IC (so it is unsafe by design),
it does not instrument AS in libraries, and it does not instrument
AS in classes that are in the complement of IC. Note that psgl is
the fastest evolution-aware RV technique that selects among specs.
Also, JavaMOP, CTW (online), and CTW(offline) are safe.
Figure 9 shows the results. There, the trends among JavaMOP and
the evolution-aware RV techniques are similar to those from prior
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Figure 12: Before we fixed a bug in JavaMOP, handling violations was a sizeable portion of RV time across all projects (square
chart). That bug dominated overheads in projects like lexburner/consistent-hash-algorithm before (left pie chart) but not after
(rightmost pie chart) we fixed it. The bar graph breaks down where evolution-aware RV spends time.

work [89, 138] (we use a disjoint set projects with higher overhead).
Overall, the results are promising. Surprisingly (as instrumenting
libraries is very expensive—§5.1), even CTW(online) performs very
well: it is faster than psgf in 12 projects, faster than ps{ in 29 projects,
slower than ps] but faster than MOP in 2 projects, and slower
than MOP in only 4 projects. CTW(offline) performs even better:
it is always faster than ps{ and faster than, or equal to psgf in 29
projects. Figure 11 shows results of incremental instrumentation on
344 versions of 16 other projects; seven are near the middle when
LTW minus CTW is sorted in descending order; others are near
the bottom. As expected, incremental instrumentation works better
when LTW minus CTW is higher. Bottom-range projects do not
benefit as much and analysis costs make them slower.

We conclude that it is worthwhile to develop instrumentation-
driven evolution-aware RV techniques and tools in the short term.
But, longer-term research on faster instrumentation seems to be
needed to speed up RV during testing.

5.3 More Benefits of Profiling RV

Profiling RV overhead helped us in two other ways. First, it helped
us discover a performance regression that had been in JavaMOP
since 2013 [119]. The bug causes JavaMOP to obtain location infor-
mation for violations (to aid debugging) by throwing an exception
and parsing the stack trace for each violation, instead of reading
from Aspect], which already has precise location information. This
bug is costly, especially when there are many violations, and could
have caused us to report inflated RV overheads if we had not found
and fixed it. To see how, consider the square chart on the left of
Figure 12, which shows the sum across all 1,544 projects of the time
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that JavaMOP spends in it own components before we fixed the
bug; 4.82% of all RV time is spent on handling violations, compared
to 0.03% after we fixed the bug.

We noticed this bug while inspecting per-project profiling re-
sults, which showed that violation handling dominated overhead
in some projects. For example, the leftmost circular pie chart in
Figure 12 shows that 86.46% (or, 1,101.0 seconds) of RV time in
lexburner/consistent — hash — algorithmwas due to violation
handling. That overhead reduced to 13.03% (or, 23.49 seconds) after
we fixed the bug, as seen in rightmost pie chart in Figure 12. . We
do not know which (if any) of the many papers that used JavaMOP
since 2013 have results that are affected by this bug.

The second way profiling helped us is for interpreting the results
of evolution-aware RV techniques. The bar plot in Figure 12, which
is a sum of where JavaMOP, ps, and psS’ spend time among RV
components, for 26 of 35 projects that we evaluated incremental
offline instrumentation on. There, psi does not save much monitor-
ing time, and it incurs a lot of instrumentation costs. Also, psgf’s
monitoring-time reduction is somewhat obscured by instrumen-
tation time. This, as far as we know, is the first component-level
explanation for these evolution-aware RV techniques’ savings.

5.4 Assumptions and Other Considerations

This paper assumes that users will likely want to use RV during
continuous integration (CI), which is increasingly widely used to-
day [66, 67]. An alternative is to only run RV periodically. We
assume the CI setting for two reasons. First, like with regression
testing [58, 59, 81, 85, 91, 92, 109, 124, 126, 137, 139-141], running
RV during CI can help find/fix bugs earlier. Finding/fixing bugs
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often grows costlier as time-to-discovery grows, and running RV
only periodically risks finding bugs later. Second, using lightweight
formal methods during CI has helped bring other techniques closer
to everyday use [107], and we hope that doing so will help RV
make similar impact. But, even for periodic runs, reducing RV over-
heads can still be helpful, especially when (rapidly) evolving code
is deployed multiple times daily, e.g., [102].

This paper also assumes that users will likely want to check all
available specs, especially if those specs ship with the RV tool like in
JavaMOP. The alternative is to run our experiments, or for users to
run RV, only with a fewer number of important specs (all 160 specs
are not equally important [84, 86]). But, our experience shows that it
is hard for researchers to determine which specs are more important
than others per project. For example, [83] classifies specs in our
study in decreasing order of violation severity as “error”, “warning”,
or “suggestion”. Yet, “suggestion” specs helped find bugs [84, 86,
101] at similar rates as “error” specs [84]. Also, developers are
often not formal-methods experts and may find it even harder
than researchers to determine important specs. So, we think that
developers are likely to just run all available specs.

6 Suggestions for Future RV Research

Based on our study, we suggest several directions for research on
further reducing RV overhead, to increase the chance of adoption.
Speeding Up Instrumentation. Future research and development
should be invested into speeding up instrumentation, which is high
and constitutes the main proportion of RV overhead during testing
in many open-source projects (§4.3). Speeding up instrumentation
may not have been a major concern in RV research, which often
targets RV in deployment where instrumentation cost is incurred
once during startup. But, RV during testing in today’s rapid CI
cycles will re-incur instrumentation costs from scratch, and could
become a hindrance to broad developer adoption of RV.

Longer term, new frameworks that are fast or algorithms to speed
up current instrumentation frameworks like Aspect] are needed.
The RV community already started working in this direction. The
recent work on BISM [127-130] is one example, but it still lacks
robust tool support (e.g., it is not open sourced at this time of
writing) and it was not yet evaluated at scale during testing of
open-source projects. More work in this direction is needed.

In the interim, two directions can help speed up current instru-
mentation frameworks that have well-engineered tool support (like
Aspect]). First, our proofs of concept (§5.1 and §5.2) motivate (incre-
mental) compile-time instrumentation. But, several other problems
with compile-time instrumentation must be addressed and better
tool support for incremented compile-time instrumentation during
CI is needed. Second, incremental compile-time instrumentation
will not reduce the high costs of instrumenting libraries, and differ-
ent RV users will wastefully re-instrument the same libraries. We
next suggest an engineering solution to the second problem.
Open Repository of Instrumented Libraries. A public service
and repository of pre-instrumented libraries (e.g., jars) would help.
Several models are possible; we discuss two. (1) If an instrumented
library is not in the repository, a user instruments it and uploads it
to the repository with the list of specs used. The repository assures
security and trust in the uploaded libraries. (2) The repository
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exposes a list of available specs for users to select from, the user
provides a URL to the library (e.g., on Maven Central), and the
repository produces an instrumented version of the jar and stores
it for future download. A community process is needed to work out
the details and ensure success. But, the gains can surpass the cost
of setting up and maintaining such a repository.

New RV Techniques for Software Testing. Future techniques
for making the monitoring aspects of RV (handling monitors and
events, synchronization) scale better could leverage findings in
this paper (e.g., the repetitiveness of checked program paths or
the concentration of monitoring effort in few methods). In a sense,
following recent work on RV of tests, this paper evaluates RV during
testing using a technique that was designed for production runs. It
may be possible to develop new RV techniques that are designed
from ground up for use during software testing and CL
Reporting RV Performance Improvement Results. Future
work on speeding up RV during testing should be evaluated on
open-source projects (not just benchmarks that have no unit tests
or use no libraries) and report results that are accompanied by in-
formation obtained from the kinds of profiling that we do in this
paper. Doing so would help to better evaluate impact on practice
and to better interpret the results (in terms of what RV components’
cost is being reduced), as we show for evolution-aware RV in §5.4.

7 Threats to Validity and Limitations

External. Our study results may not generalize beyond projects
that we evaluate. To mitigate this threat, we study a set of open-
source projects with more than 5 times the number used in prior
work on RV during testing. Further, there was wide diversity among
the projects that we evaluate in terms of various program charac-
teristics (see Table 1). The specs that we use are about standard Java
library API usage (allowing us to evaluate many projects); different
results may be obtained for project-specific specs or other JDK API
usage specs. The set of specs that we use is the largest publicly
available one, and prior work [84, 86] showed that they are better
than automatically mined specs. Future work can use more specs
or project-specific specs.

We study RV overhead using developer written tests; different
results may be obtained for automatically generated tests. Many
RV tools and techniques other than JavaMOP exist; RV overheads
may differ for others. But, several RV tools cannot check multiple
specs simultaneously or have not been evaluated large sets of open-
source projects. Also, JavaMOP is one of the most widely cited RV
tools. Regardless of RV tool, instrumentation is a prerequisite for
RV, so speeding it up should be beneficial more broadly. Finally,
our results may not generalize to other programming languages
beyond Java, or to other build systems.

Internal. We write scripts and Maven extensions to automate
our experiments. Those artifacts and their output were reviewed
several times, and we will release them for external validation.
We extended JavaMOP to obtain traces (§3.3). Our changes do not
modify instrumentation code (JavaMOP is very modular), and is
not responsible for the high instrumentation costs that we observe.
Limitations. We only study RV overheads, not any other poten-
tial hindrances to its use in practice. Usability of RV and its spec
languages is a subject of other research [86, 101, 132]. We do not
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re-litigate spec quality [84, 86]: RV finds 10,733 violations during
our experiments, but inspecting them is out of scope of this paper.

8 Related Work

RV during Software Testing. The potential to use RV during
testing was previously recognized [6, 7], and is often mentioned
in RV papers. But, only with relatively recent advancements in
RV technology that enabled efficient simultaneous monitoring of
multiple specs [94] did researchers start focusing on problems that
arise when RV is used during testing in modern software devel-
opment environments. Legunsen et al. demonstrated that RV am-
plifies the bug-finding ability of test suites [84, 86] and that focus-
ing RV on code changes could help scale RV better as software
evolves [87, 89, 138]. Our study is complementary and orthogo-
nal: we perform a first-principles examination of the prevalence,
usefulness, and breakdowns of RV overhead during testing.
Legunsen et al. [84, 86] show that RV lacks high-quality specs
and generates many false alarms during testing. So, Miranda et
al. [101] use machine learning to rank violations in order of like-
lihood of being true bugs. These works focus on human time for
inspecting violations, but our focus is on runtime overheads. Some
works integrate RV directly into unit testing frameworks, e.g., for
Python [116] and for JUnit [39]; future work can evaluate them.
RV Research More Broadly. There has been decades of active re-
search on RV, and several surveys, introductions, and competitions
exist [14-16, 44-46, 90, 114]. Beyond integration with testing, some
major directions in RV research (1) develop monitoring algorithms
for spec languages [19, 21, 63, 64, 68, 80, 99, 100, 118, 121, 133],
(2) theoretically analyze what properties are monitorable [1, 2, 20,
40, 43, 47, 60, 65, 117, 120], (3) develop techniques, algorithms, and
data structures to speed up RV [27, 28, 32, 38, 41, 75, 77, 94, 111, 112,
135], (4) develop RV for different application domains [17, 37, 38, 48—
51,53, 71,122, 134, 136], (5) investigate other styles of RV that differ
from JavaMOP’s [3, 10-12, 18, 30, 35, 36, 42, 61, 70, 96, 106, 113],
and (6) develop frameworks and tools [5, 25, 33, 62, 76, 78, 138].
Our study is enabled by these advancements, but our goal is
different: we seek to evaluate and understand the overheads of
a popular style of RV during testing today. Our work hopefully
encourages other researchers to perform similar evaluations for
other styles and application domains of RV. Some RV techniques
probabilistically sample monitors and events [5, 29] in long-running
production environments. The degree of repetition among traces
that we found suggests that future work could investigate sampling
approaches during testing as well.
Other Studies of RV during Testing. Javed and Binder [73] eval-
uate JavaMOP and two other RV tools on 1,775 Maven open-source
projects. But, they monitor one spec at a time and only use two
specs. They do not analyze RV overhead in depth as we do, and their
evaluation setting is not realistic: one would have to repeatedly run
all tests for each spec. So, using their setting we would have seen
at least 160x overhead per project (since we monitor 160 specs).
On the flip side, they evaluate memory overhead, which is not a
concern for us: tests in modern open-source projects are typically
not run in memory-constrained environments. Although Javed and
Binder evaluate more projects than we do, the product of specs and
projects in this paper (1,544 x 160) is larger than theirs (1,775 x 2).
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Unlike theirs, our study also evaluates multiple versions of some
projects and develops proofs-of-concept for reducing RV overhead.
Instrumentation for RV. Cassar et al. [31] survey instrumentation
strategies in RV. Navabpour et al. [104] propose an instrumentation
approach for a sampling-based RV technique. Bodden et al. [26]
propose an approach to lower RV overhead in deployment by hav-
ing many users run partially instrumented code. Marek et al. [95]
develop a domain-specific language for instrumentation that incurs
less overhead in a non-RV setting than Aspect], but the overall
instrumentation costs remain high. None of these prior works con-
cern testing and they do not quantify, at scale, the proportion of RV
overhead that is due to instrumentation. But, it may be possible for
future work to learn from these works to reduce instrumentation
overheads during RV of tests.

9 Conclusions and Future Work

RV’s high runtime overhead is widely seen as a major hindrance
to its adoption. Our large-scale and in-depth study quantifies and
analyzes those overheads during testing, in terms of their preva-
lence, usefulness for bug finding, and components. Among other
things, we find that the cost of instrumentation (not monitoring)
is responsible for RV’s overheads in most evaluated projects, and
that monitoring effort is repetitively wasted in a manner that is
not useful for finding bugs. Further, we investigate proofs of con-
cept for reducing these overheads in the short term, and suggest
longer-term future directions.

Data Availability

Our accompanying artifact contains an appendix with additional
plots, raw data from our experiments, and our experimental infras-
tructure (see link at bottom of Section 1).
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